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1 Stats Lab # 1: Confidence Intervals

1.1 Creating User-defined Functions in R

A simple function:

> hwFunc <- function() {

+ print("hello world!")

+ }

> hwFunc()

Introduction to the for loop:

> hwFunc2 <- function() {

+ for (n in 1:3) {

+ print("hello world!")

+ }

+ }

> hwFunc2()

Passing parameters to your function:

> hwFunc3 <- function(r) {

+ for (n in 1:r) {

+ print("hello world!")

+ }

+ }

> hwFunc3(r = 6)

Parameters can be altered:

> hwFunc3 <- function(r) {

+ if (r < 0) {

+ r <- abs(r)

+ }

+ for (n in 1:r) {

+ print("hello world!")

+ }

+ }

> hwFunc3(r = 6)

Calculations can be returned:
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> hwFunc3 <- function(r) {

+ if (r < 0) {

+ numberPrints <- abs(r)

+ }

+ else {

+ numberPrints <- r

+ }

+ for (n in 1:numberPrints) {

+ print("hello world!")

+ }

+ theOutput <- c(r, numberPrints)

+ return(theOutput)

+ }

> hwFunc3(r = -3)

1.2 Confidence interval for a median

The example in this section requires you to load the MASS package into R’s workspace:

> library(MASS) # once per R session

We are going to calculate the median of the data in the galaxies data set. You can read about the data
using the help command:

> ?galaxies

The median is calculated thusly:

> median(galaxies)

[1] 20833.5

Our task is to calculate the confidence interval for this median. The following code calculates the median
on each of 1000 bootstrapped samples:

> set.seed(101)

> R <- 1999

> theMedians <- rep(0, R)

> for (kk in 1:R) {

+ boot.sample <- sample(galaxies, replace = TRUE)

+ theMedians[kk] <- median(boot.sample)

+ }

The distribution of the bootstrapped medians can be viewed as a histogram or a boxplot:

> hist(theMedians) # a histogram

> dev.new() # create another plotting window

> boxplot(theMedians) # a boxplot

Finally, we can compute the 95% percentile bootstrap confidence interval by selecting the sample quan-
tiles that correspond to the probabilities of 0.025 and 0.975:

> quantile(theMedians, c(0.025, 0.975))

2.5% 97.5%
20172.5 22065.0
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The following code shows how to compute the same confidence interval using the boot and boot.ci
functions.

> bootStat <- function(x, idx) {

+ boot.sample <- x[idx]

+ m <- median(boot.sample)

+ return(m)

+ }

> boot.results <- boot(galaxies, bootStat, R = 1000)

> boot.ci(boot.results, type = "perc")

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS
Based on 1000 bootstrap replicates

CALL :
boot.ci(boot.out = boot.results, type = "perc")

Intervals :
Level Percentile
95% (20175, 21960 )
Calculations and Intervals on Original Scale

It is crucial that you understand what is going on here. boot.ci calls the function bootStat 1000 times.
Each time bootStat is called, it receives a copy of the original data set – stored in x – and a set of array
indices, idx. In other words, x[idx] constitutes a bootstrapped sample of the original data. bootStat then
calculates the median of the bootstrapped sample and returns it to boot, which keeps track of everything
and stores the results in the variable boot.results. Lots of things are stored in boot.results, but perhaps
the most important is a copy of the 1000 bootstrapped statistics (i.e., the medians). You can see a histogram
of those values with the command

> hist(boot.results$t) # a histogram

The boot.ci command uses the information in boot.results to calculate different kinds of confidence
intervals. In this case, we calculated the percentile bootstrap confidence interval.

1.3 Confidence interval for reaction time data

In this section we are going to calculate a confidence interval for a mildly complex statistic. Before starting,
it is necessary to install and load the boot package:

> install.packages("boot") # only have to do this once

> library(boot) # once per R session

> ?boot # should bring up a help window for boot

Now that the functions are loaded into R, let’s create a random set of data:

> rexgauss <- function(n, mu = 0.5, sigma = 0.1, lambda = 1) {

+ rnorm(n, mu, sigma) + rexp(n, lambda)

+ }

> set.seed(2)

> rtData <- rexgauss(n = 500)

The function rexgauss generates random numbers that follow a distribution is similar to that found in
reaction time experiments. In a reaction time experiment, a subject typically is asked to respond as rapidly
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as possible to an event (e.g., the onset of a tone, a presentation of a word, etc.) while maintaining high
accuracy (e.g., only respond when the event occurs). Most experiments use simple responses (e.g., pressing
a button), but sometimes more complicated ones are used (e.g., naming a word). The numbers generated
by rexgauss are skewed positively, have a mean equal to mu+lambda, and a standard deviation equal to
sigma.

Task: Inspect rtData with hist() and boxplot().

In most experiments, RT data are cleaned up prior by removing outliers. The definition of an outlier
varies across studies, but here we will define an outlier as any score that is 3 or more standard deviations
away from the mean. The following code shows how to identify and remove such outliers:

> m <- mean(rtData)

> s <- sd(rtData)

> z.scores <- (rtData - m)/s

> abs.z <- abs(z.scores)

> rt.clean <- rtData[abs.z < 3]

Task: Use histograms or boxplots to compare rtData and rt.clean.
Task: Create a function, named cleanSample, that takes an array of numbers as input and returns an
array of numbers that has been “cleaned up” as in the previous section of code.

The mean of the cleaned up data is 1.419. The question is, what is the 95% confidence interval for this
statistic? The answer is not obvious because the data are not drawn from a normal distribution, and we’ve
removed outliers – or applied a non-linear transform – prior to calculating the mean. The following code
shows how to use boot and boot.ci to calculate normal confidence intervals for the mean of the cleaned
RT data. Note that the code assumes that you already have written cleanSample.

> calcCleanMean <- function(x, idx) {

+ boot.sample <- x[idx]

+ cleaned.sample <- cleanSample(boot.sample)

+ m <- mean(cleaned.sample)

+ return(m)

+ }

> boot.results <- boot(rtData, calcCleanMean, R = 4999)

> boot.ci(boot.results, type = "norm")

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS
Based on 4999 bootstrap replicates

CALL :
boot.ci(boot.out = boot.results, type = "norm")

Intervals :
Level Normal
95% ( 1.326, 1.510 )
Calculations and Intervals on Original Scale

Task: Calculate the percentile and BCa confidence intervals for the cleaned RT data.
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