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1 Confidence Intervals

1.1 Definition

The following definition is taken from The Cambridge Dictionary of Statistics (Everitt, 1999):

A confidence interval is a range of values, calculated from the sample observations, that are
believed, with a particular probability, to contain the true parameter value. A 95% confidence
interval, for example, implies that were the estimation process repeated again and again, then
95% of the calculated intervals would be expected to contain the true parameter value. Note
that the stated probability level refers to the properties of the interval and not to the parameter
itself which is not considered a random variable. . .

1.2 Calculation using z scores

Confidence intervals sometimes are calculated using standard scores (z), which are defined as

z =
X̄ − µ

σX̄

=
X̄ − µ

σ/
√

n
(1)

where X̄ is the sample mean, µ is the population mean, σ is the population standard deviation, and n is
the number of items in the sample. Note that σ/

√
n is the standard error of the mean, σX̄ , and therefore

z represents the difference between the sample and population means in terms of the number of standard
deviations. z scores have a mean of zero and a variance of 1. Furthermore, if the population scores are
distributed normally, then the sample means and z scores will be distributed normally. Finally, even if the
population scores are not normally distributed, the Central Limit Theorem implies that the sample means,
and therefore z, will be distributed normally, provided that n is “sufficiently large”. Assuming that z is
a normal random variable (with mean of zero and standard deviation of 1), it is possible to calculate the
probability that our observed z is greater or equal to some criterion value of z. For example, it can be shown
that the probability obtaining z ≥ 1.64 is 0.05. Let us define the probability of exceeding our criterion as
α, and the z score associated with that p-value as zα: Hence, if α = .05, then zα = 1.96.

Finally, we are in a position to define a confidence interval in terms of z scores. If we want to calculate
the x% confidence interval, then we first define α = 1−x/100 and zα/2, which is the z that is exceeded with
a probability of α/2. For the 95% confidence interval, for example, α = 0.05 and zα/2 = 1.96. The two-sided
95% confidence interval of the mean is

X̄ ± zα/2 σX̄ = X̄ ± 1.96 σ/
√

n (2)

which implies that
P (X̄ − σzα/2 ≤ µ ≤ X̄ + σzα/2) = 1− α (3)

For the 99% confidence interval, α = .01 and zα/2 = 2.575, and the interval is X̄ = ±2.575 σ/
√

n.
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1.3 Calculation using t scores

Equation assumes that the population standard deviation (σ) is known. Typically, however, σ is not known
and therefore must be estimated from the sample. The equation for the t statistic is similar to the one for
z, except it uses the estimated standard deviation, s:

t =
X̄ − µ

sX̄

=
X̄ − µ

s/
√

n
(4)

Gossett proved many years ago that the statistic t is not distributed like a standard normal deviate, but
instead follows the so-called Student’s t distribution. Essentially, Gossett showed that the added uncertainty
associated with estimating σ from the sample increases the probability of obtaining large values of t, relative
to the probability expected from the z distribution. In other words, the t distribution has heavier tails than
the z distribution. In the current context, it means that confidence intervals based on z will tend to be too
small. This bias is lessened if we use the t statistic:

X̄ ± t(df ,α/2) sX̄ = X̄ ± t(df ,α/2) (s/
√

n) (5)

where df is the degrees-of-freedom for the sample, which equals n− 1. Equation 5 implies that

P (X̄ − sX̄ t(df ,α/2) ≤ µ ≤ X̄ + sX̄ t(df ,α/2) = 1− α (6)

For small samples (e.g., n ≤ 20), confidence intervals based on t will be wider, and more accurate, than
those based on z. Intervals based on t and z are, in practical terms, indistinguishable for n ≥ 30.

1.4 R Commands

The following code shows how to compute a 95% confidence interval in R:

> set.seed(15)

> myData <- rnorm(n = 20, m = 0, sd = 1)

> theMean <- mean(myData)

> n <- length(myData)

> s <- sd(myData)

> sem <- s/sqrt(n)

> alpha <- 0.05

> t <- qt(1 - (alpha/2), df = n - 1)

> (ci.95 <- c(theMean - t * sem, theMean + t * sem))

[1] -0.3622637 0.4602076

Alternatively, we could take advantage of the fact that many of these quantities, including the confidence
interval, are calculated by the t.test command:

> t.test(myData, conf.level = 1 - alpha)

One Sample t-test

data: myData
t = 0.2492, df = 19, p-value = 0.8058
alternative hypothesis: true mean is not equal to 0
95 percent confidence interval:
-0.3622637 0.4602076
sample estimates:
mean of x
0.04897197
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2 Bootstrap Confidence Intervals

Bootstrapping refers to a class of computer-intensive statistical methods that uses resampling methods to
generate empirical (rather than theoretical) estimates of population distributions. A great deal of work has
shown that such methods can be useful in situations where the sample is believed to be a reasonable estimate
of the population1. In fact, in the absence of additional information, the distribution of scores in our sample
is the best estimate of the distribution of scores in the population, and so the fundamental assumption
behind the bootstrap is reasonable. Of course, all other things being equal, larger samples will be better
estimates of the population than smaller ones. However, many studies have shown that the bootstrap can
be useful even with small samples (e.g., n = 10 or n = 20) typically found in psychology experiments.

Why use bootstrap methods? Typically, such method are used when we are unwilling to make assump-
tions associated with classical statistics or when there is no obvious classical available. The following sections
show how to use the bootstrap to calculate confidence intervals.

2.1 Normal Approximation Method

The normal approximation method is useful when we are willing to assume that the statistic of interest is
distributed normally, but there is no analytic method for estimating the standard deviation of the sampling
distribution.

1. Compute the statistic θ̂ from your sample of values X.

2. Generate B bootstrapped samples, X?
b , by randomly sampling X with replacement. Typically, B is

greater than 100 but less than 1000.

3. For each bootstrapped sample X?
b , compute θ̂?

b .

4. The bootstrap estimate of the standard error of θ̂ is the standard deviation of X?
b .

5. The confidence interval can be calculated by using Equation 2 and setting σX̄ to equal the standard
deviation of the bootstrapped statistic.

2.1.1 R example

The following code shows how to calculate basic bootstrap confidence intervals. The key part of the code is
the for loop, which creates the bootstrapped samples with R’s sample command.

> set.seed(28)

> sigma <- 4

> sample.size <- 20

> mu <- 10

> myData <- rnorm(n = sample.size, mean = mu, sd = sigma)

> R <- 4999

> boot.means <- rep(0, R)

> for (kk in 1:R) {

+ boot.sample <- sample(myData, replace = TRUE)

+ boot.means[kk] <- mean(boot.sample)

+ }

> sd(boot.means)

[1] 0.9409484

1Of course, classical parametric statistics also makes the assumption that the sample is a reasonable estimate of the population
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> (SEM <- sigma/sqrt(sample.size))

[1] 0.8944272

> print("bootstrapped 95% confidence intervals")

[1] "bootstrapped 95% confidence intervals"

> print(c(mean(myData) - 1.96 * sd(boot.means), mean(myData) + 1.96 * sd(boot.means)))

[1] 7.805963 11.494481

> print("theoretical 95% confidence intervals")

[1] "theoretical 95% confidence intervals"

> print(c(mean(myData) - 1.96 * SEM, mean(myData) + 1.96 * SEM))

[1] 7.897145 11.403300

> print("theoretical 95% confidence intervals derived from t distribution")

[1] "theoretical 95% confidence intervals derived from t distribution"

> t.test(myData)

One Sample t-test

data: myData
t = 9.8991, df = 19, p-value = 6.195e-09
alternative hypothesis: true mean is not equal to 0
95 percent confidence interval:
7.609826 11.690619

sample estimates:
mean of x
9.650222

The next selection of code shows how to use the R functions boot and boot.ci in the boot package.

> library(boot)

> myStat <- function(x, idx) {

+ boot.sample <- x[idx]

+ theta.star <- mean(boot.sample)

+ return(theta.star)

+ }

> boot.results <- boot(myData, myStat, R = 4999)

> boot.ci(boot.results, type = "norm")

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS
Based on 4999 bootstrap replicates

CALL :
boot.ci(boot.out = boot.results, type = "norm")

Intervals :
Level Normal
95% ( 7.807, 11.480 )
Calculations and Intervals on Original Scale
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Note that myStat accepts two inputs: x is the original sample, and idx is a set of indices that are selected
randomly with replacement. Therefore, x[idx] constitutes a bootstrapped sample. The function boot calls
myStat 4999 times, each time with a randomly selected set of idx numbers. The results of the bootstrap
are included in the variable boot.results.

The following example shows how to use the bootstrap to estimate the 95% confidence interval for the
median. Note that the only difference from the previous code is that myStat now calculates the median
rather than the mean.

> library(boot)

> myStat <- function(x, idx) {

+ boot.sample <- x[idx]

+ theta.star <- median(boot.sample)

+ return(theta.star)

+ }

> boot.results <- boot(myData, myStat, R = 4999)

> boot.ci(boot.results, type = "norm")

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS
Based on 4999 bootstrap replicates

CALL :
boot.ci(boot.out = boot.results, type = "norm")

Intervals :
Level Normal
95% ( 8.56, 12.09 )
Calculations and Intervals on Original Scale

2.2 Percentile Method

The normal bootstrap method is useful if you are willing to accept the normality assumption but are not
sure how to calculate the standard error of your statistic. However, if the normality assumption is incorrect,
then the confidence intervals calculated using this method can be misleading in the extreme.

The percentile method does not assume that the sampling distribution is normal. Instead, the percentile
method assumes that the distribution of the bootstrapped statistics approximates the true sampling distri-
bution. To estimate confidence intervals, we simply generate a large number of bootstrapped statistics and
sort them in ascending order. The 95% confidence interval then can be estimated simply by selecting the
bootstrapped statistics at the 2.5-th and 97.5-th percentiles.

1. Compute the statistic θ̂ from your sample of values X.

2. Generate B bootstrapped samples, X?
b , by randomly sampling X with replacement. Typically, B is a

large number (e.g., > 1000).

3. For each bootstrapped sample X?
b , compute θ̂?

b .

4. Sort θ̂?
b from the smallest to the largest value.

5. Define lo = ROUND (αB/2)and hi = B − lo.

6. Letting
[
θ̂?
1 ≤ θ̂?

2 ≤ θ̂?
3 · · · ≤ θ̂?

B

]
represent the ordered θ̂?

b values, then the (100× α)% confidence inter-

val for θ is
(
θ̂?
(lo+1), θ̂?

hi

)
.

5



Bennett, PJ PSY711/712 Bootstrapping

7. In a two-tailed test, H0(i.e., that θ̂ = µ) is rejected if µ ≤ θ̂?
(lo+1) or µ ≥ θ̂?

hi.

2.2.1 Assumptions

The percentile method generates accurate confidence intervals provided that there is a monotonically in-
creasing transformation of the bootstrapped statistic, y = f(θ̂), which yields values that are distributed
normally with a mean of f(θ) and a variance of 1. There are several points worth noting about this assump-
tion. First, we are assuming that the transformed value of θ̂, not θ̂ itself, is distributed normally. Second,
the assumption is that the transformation exists: we do not need to know the transformation. Third, the
assumption – though weaker than the standard normality assumption – may not be true, and therefore the
confidence interval will be inaccurate.

2.2.2 R example

Using the data from our previous example, the precentile bootstrap confidence interval can be obtained with
boot.ci:

> boot.ci(boot.results, type = "perc")

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS
Based on 4999 bootstrap replicates

CALL :
boot.ci(boot.out = boot.results, type = "perc")

Intervals :
Level Percentile
95% ( 7.82, 11.36 )
Calculations and Intervals on Original Scale

2.2.3 Basic Bootstrap Method

The basic bootstrap method is similar to the percentile method. The percentile method assumes that
the distribution of the bootstrapped statistic, θ̂? approximates the true sampling distribution. The basic
bootstrap method assumes that the distribution of θ̂?

b − θ̂, which is the difference between the bootstrapped
and sample statistic, approximates the distribution of θ̂ − θ, which is the difference between the values of
the statistic in the sample and the population. The bootstrap is used to create the distribution of θ̂?

b − θ̂ and
the values corresponding to lower (L) and upper (U) limits of the interval are selected. The basic bootstrap
interval is (θ̂ − U, θ̂ − L).

The confidence intervals constructed by the percentile and basic methods can differ significantly if the
sampling distribution is asymmetric. In such cases, the basic interval probably is more accurate.

The basic bootstrap confidence interval can be obtained with boot.ci:

> boot.ci(boot.results, type = "basic")

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS
Based on 4999 bootstrap replicates

CALL :
boot.ci(boot.out = boot.results, type = "basic")
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Intervals :
Level Basic
95% ( 8.94, 12.48 )
Calculations and Intervals on Original Scale

2.3 Bias Corrected (BC and BCa) Methods

The percentile and basic methods both assume that there is a monotonically increasing transformation of
the bootstrapped statistic, y = f(θ̂), which yields values that are distributed normally with a mean of f(θ)
and a variance of 1. When this assumption is invalid, confidence intervals generated by these methods will
be inaccurate. In such situations, the bias corrected, or BC, method will produce more accurate results. In
many respects, the algorithm used to construct BC confidence interval is the same one used by the percentile
method. However, unlike the percentile method, the BC method assumes that there is a monotonically
increasing transformation of the bootstrapped statistic, y = f(θ̂), which yields values that are distributed
normally with a mean of f(θ) − z0 and a variance of 1. Note the difference: the BC method allows the
transformed values to be offset by a constant, z0. In other words, the BC method allows for the possibility
that the bootstrapped sampling distribution may be a biased estimate of the true sampling distribution.
BC confidence intervals improve upon the percentile confidence interval by estimating the bias – i.e., z0 –
from the data, and then using z0 to produce more accurate intervals.

An extension of the BC method is the bias-corrected-and-accelerated (BCa) method. The BCa method
assumes that there is an increasing, monotonic transformation of the bootstrapped statistic, y = f(θ̂), which
yields values that are distributed normally with a mean of f(θ) + z0 [1 + af(θ)] and a variance of 1 + af(θ).
Note that this assumption is less restrictive than the ones underlying the percentile and BC methods. The
BCa method uses the bootstrapped sampling distribution to estimate the constants z0 and a, and uses them
to remove bias from confidence intervals generated using the percentile bootstrap.

The function boot.ci calculates BCa, but not BC, confidence intervals:

> boot.ci(boot.results, type = "bca")

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS
Based on 4999 bootstrap replicates

CALL :
boot.ci(boot.out = boot.results, type = "bca")

Intervals :
Level BCa
95% ( 7.38, 11.18 )
Calculations and Intervals on Original Scale

2.4 Percentile-T Method

Another method for generating confidence intervals that has been useful in some situations is the percentile-t
method. The t statistic, defined in Equation 4, is the basis of the well-known t test, which assumes that the
sample statistic of interest (typically the mean) is distributed normally. If this assumption is not valid, then
the t calculated using Equation 4 will not follow the theoretical t distribution, and statistical inferences based
on that distribution will be incorrect. The percentile-t method addresses this issue by using the bootstrap to
estimate the true distribution of the t statistic, and then use the estimated distribution to create confidence
intervals and make statistical inferences. The percentile-t method is similar to the percentile method, except
the bootstrap is used to estimate the distribution of t, rather than θ̂. Confidence intervals calculated using
the percentile-t method sometimes are referred to as “studentized” intervals.
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Here is the algorithm:

1. Compute the statistic θ̂ and the standard deviation of that statistic, ŝ, from your sample of values X.
Then, compute T using the formula T = θ̂−µ

ŝ√
n

, where n is the sample size.

2. Generate B bootstrapped samples, X?
b by randomly sampling X with replacement. Typically, B is a

large number (e.g., > 1000).

3. For each X?
b , compute θ̂?

b , ŝ?
b , and T ?

b = θ̂?
b−θ̂
ŝ?
b√
n

, where s is the standard deviation and n is sample size.

4. Sort T ?
b from smallest to the largest value.

5. Define lo = ROUND (αB/2)and hi = B − lo.

6. Letting [T ?
1 ≤ T ?

2 ≤ T ?
3 · · · ≤ T ?

B] represent the ordered T ?
b values, then the (100× α)% confidence

interval for T is (T ?
lo, T ?

hi).

7. In a two-tailed test, H0(i.e., that θ̂ = µ) is rejected if T ≤ Tlo or T ≥ Thi, and the (100× α)%
confidence interval for µ is [

θ̂ − T ?
hi ·

ŝ√
n

, θ̂ − T ?
lo ·

ŝ√
n

]
Notice that the percentile-t method requires an estimate of standard deviation of the sampling distribu-

tion, s
√

n, for each bootstrapped sample. In cases where there is no analytical formula for s, then it can be
calculated by performing a bootstrap on the bootstrapped sample. In other words, the calculation of s may
require a bootstrap within a bootstrap, or a double bootstrap. Obviously, such a procedure can be costly
in terms of computing power.

The command boot.ci can be used to calculate percentile-t confidence intervals. However, for such a
procedure to work properly, we must alter our statistical function to calculate both the statistic of interest
(e.g., the mean) and an estimate of the variance of the sampling distribution for each bootstrapped sample.
In the following example, note how the function myStat2 returns both the mean and

> myStat2 <- function(x, idx) {

+ boot.sample <- x[idx]

+ theta.star <- mean(boot.sample)

+ s <- sd(boot.sample)

+ n <- length(boot.sample)

+ theVariance <- (s^2)/n

+ theResults <- c(theta.star, theVariance)

+ return(theResults)

+ }

> boot2.results <- boot(myData, myStat2, R = 4999)

> boot.ci(boot2.results, type = "stud")

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS
Based on 4999 bootstrap replicates

CALL :
boot.ci(boot.out = boot2.results, type = "stud")

Intervals :
Level Studentized
95% ( 7.501, 11.616 )
Calculations and Intervals on Original Scale
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